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IoT Drives Machine Learning toward a Distributed Architecture 

Summary 

As Internet of things (IoT) projects are deployed in industries around the world, there is 
growing focus on the data they generate. Analytics and machine learning are becoming the 
main source of value in these systems. We expect a lot of development over the next few 
years as IoT suppliers work to create an architecture that improves development, 
deployment, maintenance, management and security of IoT analytics. 

Insight 

 IoT is a relatively new area for analytics and machine learning, but it will drive market 
expansion rapidly. It is pushing the market toward a more distributed approach that will 
require a different machine learning architecture. 

 There are already several examples of highly decentralised analytics and machine 
learning used by IoT systems in various sectors, with autonomous vehicles being one of 
the most demanding. 

 The special requirements of industrial IoT mean that there is a need for a generic 
distributed architecture for analytics and machine learning, which could be implemented 
in different ways in a variety of IoT projects. 

 There are already some examples of such an architecture, available from Cumulocity, 
GE, Harman, Intel and Nvidia. 

 Once distributed architectures become more widespread, we expect to see a lot of work 
to develop add-ons specific to each vertical market, templates and blueprints, system 
optimisation, adaptive systems, security and management. 

Analysis 

Analytics and machine learning apply to all kinds of data used in an organisation. It is easy 
to think of these techniques as only occurring in large-scale central cloud storage and 
services, and with huge sets of data for training models. Google is one of the leaders of this 
approach, with services like automatic classification of pictures in Google Photos and 
machine learning analysis of YouTube videos. Often, the training of analytics models and 
analysis of new data are carried out in batch mode, although there are also many examples 
of real-time use in e-mail, recommendation systems and others. 

IoT is a relatively new area for analytics and machine learning, but it will drive the expansion 
of the market rapidly thanks to the large number of new devices generating data. However, 
IoT systems have requirements that are taking analytics and machine learning in the 
direction of a more decentralised or distributed approach. 

In an analytics system, the modelling depends on having a clear view of the problem being 
addressed, on the quality of the data provided, and also on the data being in the right form. 
It can take a fairly simple approach, such as monitoring whether a machine is operating 
within set parameters, or it can be much more sophisticated in the form of machine learning. 
In machine learning, models are trained in data centres using large quantities of historical 
data and, in an IoT system, the resulting parameters may then be downloaded into local 
gateways or end points, where the incoming data stream is analysed in an "inference engine". 
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These local devices take many forms, such as a machine or a controller in a production line, 
a camera or other sensor. 

Often some of the operating data is fed back to the regional or global centre to enable 
continuous improvement of the models. As this happens, the updates then need to be 
propagated back out to the local devices. 

Autonomous Vehicles Highlight Challenges 

Self-driving vehicles are a great example of the full requirements that an IoT system will 
place on system architecture, computing and machine learning. They are among the most 
demanding types of IoT system. 

There are many sensors in a self-driving vehicle, all streaming data through their own 
subsystems into a gateway, in this case the central computer system for the car. The gateway 
needs to process the data and make decisions in real time, based on the machine learning it 
has been trained with, but it also needs to learn local road rules and conditions so it can 
adapt to them. 

This localisation is challenging. For example, driving rules and behaviour differ between 
Mumbai and Melbourne: the latter is a far less crowded city and it takes a different approach 
to right turns at intersections, known as "hook turns", although these only apply in the city 
centre. 

Similarly, in the US it is normal to turn right from the right lane when a traffic light is red, 
although this is generally forbidden in Europe. However, busy traffic conditions have led 
some US cities to impose restrictions on when this is allowed (see Figure 1). 

 

Figure 1. "Hook turn" sign at an intersection in Australia; conditional right turn signs in the US 
Source: Wikipedia 

Self-driving vehicles will normally be connected through a 4G or 5G cellular network. The 
connection will enable them to update the manufacturers' central cloud learning system with 
their own learning, and to receive updates from the centre. Updates will be a mixture of 
generic and local learning parameters. However, the vehicles will go out of network 
coverage at times and must not simply stop when this happens. This means that most of 
their operations will need to take place within the vehicle, without depending on the cloud 
service. 

Other Examples of Distributed Analytics 

To illustrate the distributed nature of machine learning already in use in other fields, there 
are some examples that apply analytics and machine learning at the edge of the network, in 
a sensor or a gateway. 
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Audio Analytic 

Audio Analytic is a company that provides software focussing on smart home uses, detecting 
specific sounds including breaking glass, crying babies and smoke detector alarms. Its ai3 
runtime is built into other suppliers' devices, such as smart cameras and plugs. The runtime 
is configured with a downloaded software sensor for audio detection, which is the local 
machine learning inference model that listens for and reports on appropriate sounds. Audio 
Analytic has carried out large-scale tests, with different types of glass being broken in 
different ways, to generate a suitably large training data set. 

Greenwave Systems with Wind River 

Greenwave Systems has integrated its Axon Predict analytics software with Wind River's 
VxWorks real-time operating system, and used it to develop a system to manage the energy 
production of a wind turbine farm. The Axon Predict software allows analytics scripts to be 
downloaded and run on VxWorks in gateway devices on individual wind turbines. The data 
that each turbine generates is processed in real time to understand the health and 
performance of the turbine, triggering notifications or — in extreme cases — taking the 
turbine offline in case of a security attack, or shutting it down if there is a failure. 

Qorvo 

Qorvo offers a system for unobtrusive monitoring of elderly people in their homes (see Figure 
2). Users place sensors on bedroom, bathroom, fridge and front doors, and the system uses 
machine learning in the gateway to build an understanding of the typical pattern of 
behaviour for getting up in the morning, eating, moving round the house, going out and so 
on. If there is a major discrepancy in this behaviour that could indicate the resident is in 
difficulty the system sends an alert to nominated relatives or carers. 

 

Figure 2. Qorvo Sensara elderly care system 
Source: Qorvo 

Industrial IoT Needs Suit a Distributed Architecture 

With the help of the examples above, we can generalise some of the main requirements for 
machine learning in industrial IoT systems: 

 The system will be streaming data in real time rather than operating in batch mode. 

 The system may need to respond in real time and may be unable to tolerate the round-
trip delay or latency associated with using machine learning in a distant data centre. 

 In many cases, it will not be sensible or useful to upload all data to the cloud, so the 
system will have to apply some local learning and decision-making. 
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 The system must continue to work even if it loses connection to any central machine 
learning in the cloud. 

 The system may be mission-critical, or at least extremely costly if it fails, so high 
availability will be essential. 

 It may be necessary for the system to continue working if one of the gateways develops 
a fault. 

 The system may need to have one or more fall-back modes, allowing a fault or an 
unforeseen event to result in graceful degradation rather than an abrupt stop or 
catastrophic failure. 

 The system may need to accommodate both general rules and local parameters, which 
could be compliance parameters or optimised operating settings. 

 The local system will need to be secured and managed from a central or regional facility; 
this includes updates to parameters and to the neural networks themselves. 

 Some systems will need to have their analytics models updated while they continue to 
operate. In other systems the update window may be short. 

These requirements lead to a generalised architecture of an IoT system, shown in Figure 3. 

 

Figure 3. Generalised architecture of an industrial IoT system 
Source: CCS Insight 

The architecture consists of a range of different sensors, one or more gateways and a cloud 
platform, which may be an on-premises hybrid cloud, a public cloud or a combination of the 
two and it may be set up across multiple regions. There may be computing power, analytics 
or machine learning available at each of these levels. This is an example of "fog" computing. 

A large system may be highly distributed; for example, millions of self-driving vehicles in 
several countries, or production lines in multiple factories in different regions. Still, the 
analytics and machine learning will need to work as a single system across these devices, 
often with a high degree of localisation. 

This means that, from the perspective of a data scientist, it would be ideal to have a single 
architecture or software framework for the analytics system spanning the different types of 
device. This approach would make it more seamless for development, deployment, 
maintenance and management as a fully distributed system. This is not the same as using 
different analytics or machine learning frameworks in each of the different levels of a system 
and then making them work together, which is a common approach today. 
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Implementation Brings Special Instances of the General Architecture 

If organisations adopt such a generic and distributed analytics and machine learning system, 
implementation of each project becomes a special case or instance of the general 
architecture. 

One way of setting it up would be as a system that applies all the machine learning centrally 
in the cloud. But it would be equally valid to use the same architecture to set up another 
system where most of the data analysis, inference and decision-making is done in a sensor 
or a gateway, with only training and updates being carried out from a data centre. 

Of course, the economics of a system will often have a significant influence on how it is 
designed. For example, at Embedded World 2017 Microsoft claimed that many companies 
initially want to use distributed analytics for their IoT systems, but later switch to a 
centralised system because of the more favourable cost structure of large-scale cloud 
infrastructure. 

However, this evaluation is not easy to make during the lifespan of an industrial IoT project, 
which is normally at least 10 years. This is because there are parallel developments going 
on in many areas: rapid product development in machine learning software and services; 
steep falls in the cost per bit of connectivity and the cost of storage; and the cost and 
capabilities of computing in devices. 

One interesting hybrid approach is offered by AWS Greengrass, a service launched by Amazon 
Web Services (AWS) in November 2016. It is a collection of software capabilities aimed at 
IoT systems that manufacturers and others can use to create a scaled-back version of AWS 
services in edge devices. AWS Greengrass enables local processing when low latency or poor 
connectivity are issues, and, when appropriate, connects back to the full AWS suite for data 
storage, fuller analysis or updating analytics models. 

In practice, we expect to see a wide range of set-ups used in different IoT projects, as 
illustrated by Cumulocity's examples in Figure 4. Whichever set-up is chosen, many 
companies will bring a data sample back into a central analytics or machine learning engine 
to perform further training and model development. 

 

Figure 4. Range of architectures supported by Cumulocity 
Source: Cumulocity 

Despite the range of approaches to implementation, we believe business IoT users will find 
it favourable to start with a generic distributed machine learning architecture, use it as a 
centralised machine learning system to develop, train and deploy models, and then fit it to 
the specifics of their system. This approach will generally be better than assembling a system 
from specialist components that only work at one of the levels in the system. 
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Current Examples of Distributed Machine Learning Architectures 

Here we highlight five examples of distributed architectures that can be used to implement 
analytics and machine learning across the levels of an IoT system. Provided by Cumulocity, 
GE, Harman, Intel and Nvidia, they offer different ways to address the challenge. These 
examples serve only to illustrate that such solutions exist; the purpose is not to provide a 
complete list, nor to recommend the platforms in any way. 

Cumulocity IoT Platform 

Cumulocity's platform uses its own analytics engine, and optionally those of its partners. The 
analytics or machine learning models can be automatically deployed and managed in 
platforms and gateway devices in any configuration between fully centralised and fully 
distributed. Systems can use the platform as a cloud service, run on premises, or as a hybrid 
with many layers to balance cost, performance and compliance with data policies. 

Each platform contains a complex event processing engine including threshold detection, 
geofencing, time windows, pattern matching and trend analysis. Several partners have 
extended the open platform to offer machine learning, deploying models across systems for 
real-time execution and updating. A deal with Software AG has given customers the ability 
to integrate Apama streaming analytics and Zementis machine learning. 

GE Predix and Field Agents 

At Embedded World 2017, GE announced its Industrial Internet Control System, which 
connects distributed industrial controls and pools local streams of data for processing and 
analysis. GE provides customers with a development environment, enabling them to create 
their own optimisation algorithms for use at different points in a system. 

The data processing and machine learning run in GE's Field Agent software either on 
individual machine controllers, on a gateway, or in its Predix cloud service. The software is 
effectively treated as an app by the central system management, enabling remote updates 
and management. 

Harman Ignite 

Ignite is a system announced by Harman at CES 2017, aimed at providing a universal 
architecture for connected car systems. It includes analytics and machine learning but its 
scope also goes somewhat beyond these techniques. Ignite brings together software and 
services that were previously separate within Harman, including over-the-air updates, 
content aggregation and analytics (see Figure 5). 

 

Figure 5. Harman Ignite platform architecture 
Source: Harman 
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Ignite treats a vehicle as an edge computing platform partly for downloading data from the 
cloud system to the car, and partly for analysing data produced by the car. This includes 
profiling and analytics to learn how the user typically drives, enabling the software to 
personalise the car for each driver. The system is also used to collect real-time updates on 
traffic conditions and surroundings so that it can offer updates to mapping services. 

Although Ignite was developed for the automotive industry, the functions specific to this 
sector are provided as a specialist layer on the top, and the underlying architecture could 
be used as a general platform for other industries. The architecture supports computing and 
analytics or machine learning in the cloud, gateways and — where necessary — in sensors. It 
is being used internally within Harman for non-automotive systems, and may become 
available commercially later with other suitable sector-specific layers applied. 

Intel Nervana Platform 

Intel has been assembling assets in machine learning over an extended period, and in the 
final quarter of 2016 presented them as an integrated offering, which it believes represents 
a unique end-to-end solution. 

Intel's assets are a combination of its established products, such as Xeon and Atom 
processors, its RealSense camera technology, and others from recent acquisitions including: 
Nervana Systems hardware and software for deep learning, Movidius computer vision 
chipsets, Saffron cognitive reasoning platforms and Altera's field-programmable gate array 
chips. 

This means that Intel now covers the areas of deep learning, inference systems, 
programmable solutions, depth sensing and computer vision, and supports a diverse range 
of workloads running across cloud systems, on-premises hybrid cloud, gateways and end 
points. These are collectively branded as the Intel Nervana Platform (see Figure 6). 

 

Figure 6. Intel assets in machine learning 
Source: Intel 

With the Nervana Platform, Intel offers broad support for a range of open-source deep 
learning frameworks including TensorFlow, Caffe, Torch and Nervana's Neon. The solution 
can also run on a range of analytical tools including Hadoop, Apache Spark's MLlib and Intel's 
Trusted Analytics Platform. 

Nvidia Cuda 

Nvidia has built a strong position in IoT machine learning in areas such as automotive, 
robotics and computer vision, thanks to its strength in graphics processing units (GPUs) and 
its Jetson modules positioned for "artificial intelligence at the edge". Its Jetson and Tesla 
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modules are used in end points, gateways and cloud systems. Although the Jetson products 
were designed for end points, some companies are also using them in servers in data centres 
for their power efficiency. 

Across all of these areas, Nvidia uses its Cuda framework, which is a software layer that 
gives direct access to the GPU virtual instruction set and parallel computing elements. It 
supports a number of programming languages, including common machine learning systems 
such as Mathematica, Matlab and R. Cuda supports all Nvidia GPUs, allowing machine 
learning software to be deployed easily in a distributed system, as long as the whole system 
uses the same processors. 

Nvidia has not yet integrated Cuda with any higher-level management software. 

Implications 

As the hype about IoT dies down and adoption picks up, CCS Insight expects the IoT market 
to accelerate for the next few years, especially in enterprise and industrial areas. 

This will drive a large increase in the number of devices generating data. For organisations 
that own systems, the main value of the system will be in how well they can use the data to 
gain efficiencies in their operations or to be more innovative. There are many examples of 
organisations in a range of sectors achieving significant advantages, with improvements 
often measured in tens of percent. IoT, together with machine learning, looks set to boost 
productivity substantially, and to enable changes to business models, on a large scale around 
the world. 

This means that there will be a lot of organisations developing their use of analytics and 
machine learning on the systems that run their operations. These systems take various forms 
and will be set up in many different ways. More than that, we expect companies to adopt 
IoT to augment their operations in a fairly organic way, but not necessarily in grand visionary 
projects and often not following a linear development path. 

In turn this means that there will be a widespread need for generic distributed architecture 
for developing, distributing, maintaining and managing analytics and machine learning on 
the range of devices used in IoT systems. This architecture will be applied in different ways 
to suit a variety of industry systems. It will also need to be flexible to allow for an organic 
development path. 

Once such a distributed analytics and machine learning system is set up, there are several 
implications for the next few years. 

First, the platform itself may be horizontal across sectors, but its implementation is likely 
to see variations for key vertical markets or usage scenarios. As with Harman Ignite, we 
expect vertically focussed versions, or add-ons, to appear. 

With different software running on a variety of systems, there will be the challenge of 
gaining full developer support: how to make sure that analytics and specialist software 
systems for machine learning are supported on different distributed IoT architectures? 

Second, once a platform has been deployed a number of times, we expect that a range of 
fairly generic implementations will become clear, enabling suppliers to speed up initial 
deployment by providing templates or blueprints. 

Third, optimisation will become important. System design will involve some options in how 
to optimise analytics and machine learning, recognising that there are trade-offs and 
decisions to make in setting up a system. For example, doing more of the analytics work at 
the edge, or in a sensor, pushes up the cost of the edge device, but reduces the load on the 
gateway and communications. Optimisation will have several parameters, possibly including 
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statistical effectiveness, response time, data transfer time, power consumption, computing 
efficiency, storage efficiency, update efficiency, minimising round-trip traffic to a regional 
or global platform, overall cost and so on. We expect optimisation of machine learning in 
distributed IoT systems to become a growing field of study. We also expect to see automated 
design and optimisation tools in the market. 

Fourth, and related to optimisation, some users may set up adaptive systems in which a 
given set of parameters is used under normal conditions, but different sets are used to 
override them when conditions change. For example, this type of approach could be useful 
in smart cities where regular large events take place, like the Rio Carnival, or when extreme 
weather is expected. It could also be useful in cars when a common fault develops. In some 
systems, failure or fall-back modes will be important aspects of their usability. 

Fifth is security and management. As machine learning is deployed more widely in 
distributed architectures, we expect a lot of effort to go into maintaining the integrity of 
analytics and machine learning in a system. Hackers will be interested in the machine 
learning of industrial systems as a new attack surfaces, raising the potential for corrupting 
models. This development is likely to favour larger cloud providers, which already invest at 
a scale and speed that exceed other players. 

In addition to the security angle, device management will become more complicated when 
performing system updates of distributed analytics and machine learning models. Updates 
will need to start at the regional or global centre and flow out through the layers of a 
distributed system. Updates are often carried out on a live and working system, and it will 
be necessary to cater for conditions in which some parts of it have been updated while others 
have not. To do this, the system will need to be aware of the software build and file 
inventory on each device. In many systems, this will need to be an industrialised and 
automated process. 

Lastly, any supplier active in IoT will find that its development work in analytics and machine 
learning will affect all areas of its operations, so these activities should not live in any single 
business unit such as the cloud business or processor division. Instead, this work should be 
regarded as a corporate development function. 


